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Abstract In this paper I give an overview of my ‘‘framework for moral respon-

sibility,’’ and I offer some reasons that commend it. I contrast my approach with

indeterministic models of moral responsibility and also other compatibilist strate-

gies, including those of Harry Frankfurt and Gary Watson.
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In work over the last three decades I have sought to present what I have called a

‘‘general framework for moral responsibility.’’1 I appreciate the opportunity offered

here by The Journal of Ethics to sketch the main components of this framework and

then to point to some features that commend it. Here I will seek to contrast my

approach favorably with at least some salient rivals, but, unfortunately, I will not be

able to take up all the contenders.2
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1 A Framework for Moral Responsibility

1.1 Motivation and the Concept of Responsibility

The framework I have presented for moral responsibility involves a portfolio of

different ideas in a certain arrangement. I start by presenting some basic

‘‘motivating ideas’’—considerations that render my overall approach attractive.

Perhaps the key idea here stems from the appeal of a certain sort of ‘‘resiliency.’’ I

believe that our fundamental status as agents—our being deeply different from mere

nonhuman animals insofar as we engage in practical reasoning and are morally

responsible for our behavior—should not depend on certain subtle ruminations of

theoretical physicists. That is, I do not think that our status as genuine agents should

hang on a thread—that it should depend on whether natural laws have associated

with them (say) probabilities of .99 or 1.0. In my view, that sort of empirical

difference should not make a difference as to our moral responsibility.

So, for example, if in the future I am convinced that the fundamental laws of

nature are—or can be regimented as—(among other things) universally generalized

conditionals with probabilities of 1.0 rather than similar conditionals with

probabilities of .99, this would not issue in any inclination on my part to give up

my view of myself and others as genuine agents and legitimate participants in the

practices constitutive of moral responsibility. Now this is simply one consideration,

and it specifies a desideratum of an adequate theory of moral responsibility. In my

view, it counts in favor of a theory of moral responsibility—it is a reason to accept

such a theory—if the theory does not conceptualize moral responsibility as hanging

on a thread (in the indicated way). Of course, the proponent of such a theory must

still address the difficult skeptical worries about the relationship between causal

determinism, free will, and moral responsibility and do some sort of philosophical

cost/benefit analysis, considering all relevant factors.

Note that, insofar as I take it that it would be desirable to have an account of

moral responsibility according to which our fundamental status as morally

responsible agents does not ‘‘hang on a thread,’’ it would follow also that we

should not give up our views of ourselves as morally responsible and deeply

different from nonhuman animals (in the relevant ways) if we are convinced (in the

future) that the fundamental laws of nature have irreducible indeterminacies
associated with them. Suppose, for example, that we discover that these laws are or

can be conceptualized as (among other things) universally quantified conditionals

with .99 probabilities. In my view, this in itself should not issue in any inclination to

discard or revise our views of ourselves and others as genuine agents and subject to

moral responsibility. Again, I am here simply articulating what I take to be a

desideratum of an adequate theory of moral responsibility—that it be suitably

resilient to certain sorts of empirical discoveries.3 A proponent of such a theory still

3 In sketching the ‘‘resiliency desideratum’’ in this essay, I have simply tried to lay out my view. This is

perhaps not the appropriate venue to address difficulties and objections—of which there are (lamentably)

many.
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needs to address the difficult skeptical worries about the relationship between causal

indeterminism and control (and moral responsibility).

A second element in the overall framework for moral responsibility consists in an

articulation of the ‘‘concept’’ of moral responsibility. I accept some sort of

distinction between the concept and its conditions of application; I of course

recognize that the legitimacy of this sort of distinction has been called into question.

And yet I continue to think that there is some reasonable way (or ways) of making

the relevant kind of distinction, even if it is not straightforwardly a matter of

distinguishing ‘‘analytic’’ from ‘‘synthetic’’ truths, or matters of meaning from

empirical matters. I simply presuppose that there is some tolerably clear way of

distinguishing (roughly speaking) the concept of moral responsibility from the

conditions in which moral responsibility actually obtains (or, in a slightly different

vocabulary, the concept of moral responsibility from various conceptions of moral

responsibility).

As I said above, my overall framework for moral responsibility is a suite of ideas

in a certain arrangement. Part of this structured portfolio is a set of options in regard

to the concept of moral responsibility; but I do not take a firm stand on these

options. That is, I chart out different ways of articulating our inchoate concept of

moral responsibility, but I do not argue that one (rather than the others) is the correct

specification. I am not even sure that there is one unique specification. Rather, I

focus most of my attention on specifying the conditions of application of the

concept of moral responsibility, and I contend that accepting these conditions is

completely compatible with accepting any of the specific options with respect to the

concept of moral responsibility.

To be a bit more specific about the concept of moral responsibility, perhaps the

most salient view might be called the ‘‘Strawsonian’’ view, following the classic

presentation by Peter Strawson.4 On this view, being morally responsible is a matter

of being an appropriate target of a set of distinctive attitudes Strawson dubbed the

‘‘reactive attitudes,’’ such as gratitude, love, respect, hatred, and resentment. On the

Strawsonian approach, moral responsibility also involves being appropriate

participants in activities, such as moral praise and blame and punishment, which

presuppose the application of the relevant attitudes. It was important to Strawson

that the ‘‘appropriateness’’ of the attitudes does not depend on the target agent’s

meeting some ‘‘theoretical condition,’’ such as possessing the freedom to do

otherwise (or, as I interpret him, any sort of freedom); additionally, it does not

depend (for Strawson) on the world’s meeting certain specific conditions, such as

that causal determinism is false (or, for that matter, true).

Another account of the concept of moral responsibility is associated with the

metaphor of a ‘‘moral ledger.’’ On the moral ledger view, we are morally

responsible insofar as we are apt targets of specifically moral judgments. On this

view, we are deeply different from nonhuman animals in that we can have moral
properties—we can act rightly or wrongly, we can be good or bad, courageous or

cowardly, and so forth. On yet another view, we are morally responsible insofar as

we can legitimately be asked to provide explanations or accounts of our behavior.

4 Strawson (1962).
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As I said above, I do not know whether there is a single correct specification of our

shared concept of moral responsibility. It is plausible to me that ‘‘moral

responsibility’’ is what Ludwig Wittgenstein called a ‘‘family-resemblance’’ term

or what we might call a ‘‘syndrome.’’ In any case, I contend that my account of the

conditions in which moral responsibility obtains is compatible with any of the

plausible attempts to specify the concept.

1.2 Control and the Conditions for Moral Responsibility

I accept the traditional view (stemming perhaps from Aristotle’s discussion of

voluntariness) that moral responsibility involves a freedom or control component

and an epistemic component. But whereas I agree that moral responsibility requires

control, I distinguish two kinds of control: guidance and regulative control. The two

kinds of control can be pried apart analytically through the use of certain thought-

experiments (the so-called ‘‘Frankfurt-style examples,’’ to which I return shortly).

One kind of control involves access to alternative possibilities (freedom to choose

and do otherwise); I call this ‘‘regulative control.’’ The other kind of control does

not require such access. It is a distinctive kind of control that does not involve

freedom to choose or do otherwise; I call this ‘‘guidance control.’’ My claim is that

guidance control is the freedom-relevant or control component of moral respon-

sibility. Thus, an agent can legitimately be held morally responsible for his

behavior, even though he lacks regulative control (or freedom to choose and do

otherwise). The freedom-relevant condition gets combined with an ‘‘epistemic’’

condition to get a full theory of moral responsibility.

To develop these notions of control (and their relationship), consider the

following cases.5 Let us suppose that I am driving my car. It is functioning well, and

I wish to make a right turn. (We assume that the gas pedal is working properly and

that I am depressing it so as to give the car gas.) As a result of my intention to turn

right, I signal, turn the steering wheel, and carefully guide the car to the right.

Further, I here assume that I was able to form the intention not to turn the car to the

right but to turn the car to the left instead. In this ordinary case, I guide the car to the

right, but I could have guided it to the left. I control the car, and also I have a certain

sort of control over the car’s movements. Insofar as I actually guide the car in a

certain way, I shall say that I have ‘‘guidance control.’’ Further, insofar as I have the

power to guide the car in a different way, I shall say that I have ‘‘regulative

control.’’ (Of course, here we are not making any ‘‘special assumptions,’’ such as

that causal determinism obtains or God exists and foreknows our future behavior.)6

Consider, now, a second case. Here I again guide my car in the normal way to the

right. The car’s steering apparatus works properly when I steer the car to the right

(as does the gas pedal). But unknown to me, the car’s steering apparatus is broken in

such a way that, if I were to try to turn it in some other direction, the car would veer

off to the right in precisely the way it actually goes to the right. Since I actually do

5 I take these cases from Fischer (2006b, pp. 39ff).
6 For discussions of the relationship between God’s omniscience and human freedom, see: Fischer,

Editor (1989, 1994, pp. 111–130).
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not try to do anything but turn to the right, the apparatus functions normally, and the

car’s movements are precisely as they would have been if there had been no

problem with the steering apparatus. Indeed, my guidance of the car to the right is

precisely the same in this case and the first car case.

Here, as in the first car case, it appears that I control the movement of the car in

the sense of guiding it in a certain way to the right. I do not simply cause it to go to

the right (say, as a result of sneezing or having an epileptic seizure or involuntary

muscular spasm). Thus, I exhibit guidance control of the car. (I control the car and I

have control of the car, but I do not have control over the car’s movements; the

different prepositions typically indicate the different kinds of control). Generally,

we assume that guidance control and regulative control go together. But this case

(which has some of the salient structural features of a ‘‘Frankfurt-type case’’) helps

to show that they can at least in principle pull apart: one can have guidance control

without regulative control.

The second car case should elicit the intuition that we do not need regulative

control (genuine access to alternative possibilities) in order to have the kind of

control involved in moral responsibility. The second car case is rather like John

Locke’s famous example of a man who is in a room which, unknown to him, is

locked; the man thinks about whether to leave the room, but decides to stay in the

room for his own reasons. The fact that the door is locked plays no role in the man’s

practical reasoning. Locke states that the man remains in the room voluntarily,

although he could not have left the room. Similarly, it seems that I exhibit guidance

control of the car, although I could not have caused the car to go to the left.

But in Locke’s case the man did have various options available to him. After all,

he could have decided to open the door, he could have tried to open it, and so forth;

and similarly, in the second car example I could have decided to steer the car to the

left, I could have tried to do so, and so forth. Some philosophers might then insist

that it is in virtue of the existence of these alternative possibilities that the agent is

morally responsible. And it must be conceded that we have not yet produced an

example in which an agent is intuitively thought to be morally responsible and yet

has no alternative possibilities (no regulative control).

This is precisely the point at which Harry Frankfurt offers a remedy for the gap in

the original cases.7 In Frankfurt’s examples, a ‘‘counterfactual intervener’’ stands by

ready to intervene in the relevant agent’s brain processes, if he shows even an

inclination to choose to do otherwise. Although Frankfurt was rather vague about

exactly how the counterfactual intervener can succeed in expunging all access to

alternative possibilities, Frankfurt’s followers have filled in the template in various

ways. Here is my favorite version of a Frankfurt case:

Because Black dares to hope that the Democrats finally have a good chance of

winning the White House, the benevolent but elderly neurosurgeon, Black, has

come out of retirement to participate in yet another philosophical example.8

(After all, what would these thought-experiments be without the venerable

7 Frankfurt (1969).
8 For such an example, see Fischer (1982).
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eminence gris—or should it be noir?) He has secretly inserted a chip in

Jones’s brain which enables Black to monitor and control Jones’s activities.

Black can exercise this control through a sophisticated computer that he has

programmed so that, among other things, it monitors Jones’s voting behavior.

If Jones were to show any inclination to vote for McCain (or, let us say,

anyone other than Obama), then the computer, through the chip in Jones’s

brain, would intervene to assure that he actually decides to vote for Obama

and does so vote. But if Jones decides on his own to vote for Obama (as Black,

the old progressive would prefer), the computer does nothing but continue to

monitor—without affecting—the goings-on in Jones’s head.

Now suppose that Jones decides to vote for Obama on his own, just as he

would have if Black had not inserted the chip in his head. It seems, upon first

thinking about this case, that Jones can be held morally responsible for this

choice and act of voting for Obama, although he could not have chosen

otherwise and he could not have done otherwise.9

Over the years I have offered a sustained argument that the Frankfurt-examples

provide a strong plausibility argument for the conclusion that moral responsibility

does not require genuine metaphysical access to alternative possibilities (regulative

control). The leading idea in my argument is that any proponent of the regulative

control requirement should argue that the alternative possibilities in question must

be robust, and not mere flickers of freedom. That is, if the basis of moral

responsibility is access to at least one alternative possibility, the alternative

possibility in question cannot be any old sort of possibility of something different

happening; such an alternative possibility might be a mere flicker of freedom and

thus too thin a reed to support the superstructure of moral responsibility.

The situation here is precisely like the problem faced by proponents of

indeterministic accounts of moral responsibility; how can the mere addition of a

certain sort of alternative possibility—say, an event the happening or not-happening

of which is entirely arbitrary or accidental, from the agent’s point of view—render it

true that the agent has the control associated with moral responsibility, given that the

agent lacks such control in the absence of any alternative possibilities? (I return to

this question below.) In previous work, I have asked the proponent of regulative

control a similar question: ‘‘Given (for the sake of discussion) that an agent without

any alternative possibilities cannot be deemed morally responsible, how can the mere

addition of an exiguous alternative possibility in the Frankfurt cases—say an event

the happening or not-happening of which is entirely arbitrary or accidental from the

agent’s point of view—render it true that the agent has the control associated with

moral responsibility?’’ Note that the worry behind this question is exactly why the

prominent libertarian philosopher, Robert Kane, has essentially agreed with me on

this point, positing the ‘‘dual voluntariness’’ requirement for moral responsibility.10

9 Although the details of the example are (obviously) out of date, what matters, for our purposes here, is

the structure of the case. This structure features a signature kind of preemptive overdetermination.
10 Kane (1985, p. 60).
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My claim, then, is that versions of the Frankfurt cases can be given in which it is

very plausible to say that the agent in question is morally responsible for his

behavior, and yet he has no access to the relevant sort of alternative possibility—a

sufficiently robust alternative possibility. In addition to presenting a systematic

defense of the contention that the Frankfurt cases show moral responsibility not to

require regulative control, I have pointed out that the rejection of the requirement of

regulative control does not depend on the Frankfurt cases. There are various other

routes to the same conclusion, including the Strawsonian contention that our

ordinary responsibility practices do not presuppose the requirement of regulative

control.11 Also, Daniel Dennett has presented various arguments against the

requirement of regulative control.12 I believe that the fact that there are various

different routes to the same conclusion helps to establish the plausibility of the

conclusion; if one finds thought-experiments such as the Frankfurt-cases unattrac-

tive, or if one finds the Frankfurt-cases unconvincing, there are still good reasons to

accept that moral responsibility does not require regulative control.

So my preliminary conclusion is that if causal determinism rules out moral

responsibility, this is not in virtue of its eliminating regulative control (if it does

indeed eliminate regulative control). This is an important point; I believe it is the

‘‘moral of the Frankfurt stories,’’ no matter how they are told and re-told. Further, if

this point is correct, it allows us to side-step the traditional debates about the

relationship between such doctrines as God’s omniscience and causal determinism,

on the one hand, and ‘‘freedom to do otherwise’’ or regulative control, on the other.

That is, we can sidestep these debates if we are simply interested in moral

responsibility. Insofar as these traditional debates have issued in what I have called

Dialectical Stalemates—black holes in dialectical spacetime—avoiding them may

open the possibility of real philosophical progress.

This having been said, I have never suggested that the mere fact that regulative

control is not required for moral responsibility would allow us to conclude

straightaway that causal determinism is compatible with moral responsibility.

Indeed, in ‘‘Responsibility and Control,’’13 I emphasized that causal determinism

might rule out moral responsibility directly (and not in virtue of ruling out alternative

possibilities). I thus identified what has come to be called ‘‘Source Incompatibilism,’’

and I pointed out that it must be taken seriously. I concluded that theorists of moral

responsibility should adopt a laser-like focus on the actual sequence that issues in

any particular choice or behavior and should, in particular, consider whether causal

determination in the actual sequence crowds out moral responsibility.

In subsequent work, I have identified and evaluated a number of different factors

that might be invoked to explain why causal determination rules out moral

responsibility directly (that is, in virtue of their presence in the actual sequence, and

not in virtue of ruling out alternative possibilities). I have concluded that none of

these factors provides a good reason to suppose that causal determination in itself
and apart from ruling out alternative possibilities is incompatible with moral

11 For a version of this sort of strategy, see Wallace (1994).
12 Dennett (1984) and (2003). For a discussion of Dennett (2003), see: Fischer (2005a).
13 See note 8, above.
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responsibility. I believe that when one shifts from consideration of the relationship

between causal determination and regulative control to a focus on actual-sequence

features of causally deterministic processes, the philosophical terrain becomes

significantly more hospitable to compatibilism.

Given that I do not think that causal determinism rules out moral responsibility

by threatening regulative control, and I also do not think that there are other good

reasons to suppose that causal determinism rules out moral responsibility, I present

an account of moral responsibility that is compatible with causal determinism. More

precisely, I present an account of ‘‘guidance control,’’ the freedom-relevant

condition necessary and sufficient for moral responsibility (in my view).

An insight from the Frankfurt cases helps to shape the account of guidance

control: moral responsibility is a matter of the history of an action (or behavior)—of

how the actual sequence unfolds—rather than the genuine availability of alternative

possibilities.14 On this view, alternative scenarios or non-actual possible worlds

might be relevant to moral responsibility in virtue of helping to specify or analyze

modal or dispositional properties of the actual sequence, but not in virtue of

indicating or providing an analysis of access to alternative possibilities.

Note that, in a Frankfurt-type case, the actual sequence proceeds ‘‘in the normal

way’’ or via the ‘‘normal’’ process of practical reasoning. In contrast, in the

alternative scenario (which never actually gets triggered and thus never becomes

part of the actual sequence of events in our world), there is (say) direct electronic

stimulation of the brain—intuitively, a different way or a different kind of

mechanism. (By ‘‘mechanism’’ I simply mean, roughly speaking, ‘‘process’’—I do

not mean to reify anything.) I assume that we have intuitions at least about clear

cases of ‘‘same mechanism,’’ and ‘‘different mechanism.’’ The actually operating

mechanism (in a Frankfurt-type cases)—ordinary human practical reasoning,

unimpaired by direct stimulation by neurosurgeons, and so forth—is in a salient and

natural sense ‘‘responsive to reasons.’’ That is, holding fixed that mechanism (the

kind of process that actually unfolds), the agent would presumably choose and act

differently in a range of scenarios in which he or she is presented with sufficient

reasons to do so.

This suggests the rudiments of an account of guidance control of action. On this

account, we hold fixed the kind of mechanism that actually issues in the choice and

action, and we see whether the agent responds suitably to reasons (some of which

are moral reasons). My account presupposes that the agent can recognize reasons,

and, in particular, recognize certain reasons as moral reasons. The account

distinguishes between reasons-recognition (the ability to recognize the reasons that

exist) and reasons-reactivity (choice in accordance with reasons that are recognized

as good and sufficient), and it makes different demands on reasons-recognition and

14 Of course, it might be that the availability of alternative possibilities is in some sense ‘‘part of the

actual sequence;’’ I am indebted to both Carl Ginet and Patrick Todd for this point. My contention in the

text relies on the intuitive notion that we can separate ‘‘actual-sequence’’ from ‘‘alternative-sequence’’

facts, but this might be too quick. In any case, my view is that moral responsibility attributions should not

depend on the actual-sequence facts leaving it open that the agent in question have alternative

possibilities. For a very interesting recent discussion of the contention that moral responsibility

supervenes on the actual sequence, see: Sartorio (forthcoming).
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reasons-reactivity. The sort of reasons-responsiveness linked to moral responsibil-

ity, on my view, is ‘‘moderate reasons-responsiveness.’’

In order to make clear the notion of moderate reasons-responsiveness, it will be

helpful to distinguish it from strong and weak-reasons-responsiveness. Consider,

first, strong reasons-responsiveness:

(SRR) Suppose that a certain kind K of mechanism issues in an action. Strong

reason-responsiveness obtains under the following condition: if K were to

operate and there were sufficient reason to do otherwise, the agent would

recognize the sufficient reason to do otherwise and thus choose to do otherwise

and do otherwise.

(SRR) is obviously too stringent a requirement; that is, it posits as necessary for

moral responsibility an unduly close connection between sufficient reason and

action. For instance, on (SRR) an individual could not be morally responsible for

weak-willed action (defined as action against sufficient reason). The appropriate

requirement of reasons-responsiveness must envisage a looser connection between

sufficient reason and action.

So consider weak reasons-responsiveness:

(WRR) As with strong reasons-responsiveness, we hold fixed the operation of

the actual kind of mechanism, and we then simply require that there exist some
possible scenario (or possible world)—with the same laws as the actual

world—in which there is a sufficient reason to do otherwise, the agent

recognizes this reason, and the agent does otherwise.

Whereas (WRR) makes room for moral responsibility for weak actions, it

arguably posits too loose a connection between sufficient reason and action. For

instance, it does not require any sort of structure or pattern in an agent’s recognition

of reasons; it thus would imply that an agent who only recognizes one ‘‘weird’’

reason to do otherwise could be held morally responsible, or, similarly, that

someone whose pattern of reasons-recognition is bizarre might be held morally

responsible.15 What is needed is an account of reasons-responsiveness that threads

the needle between (SRR) and (WRR).

Mark Ravizza and I have defended the contention that ‘‘moderate reasons-

responsiveness’’ is just such a condition:

(MRR) Suppose that an agent S actually performs an action X as a result of the

operation of a kind of mechanism K. K is moderately reasons-responsive if and

only if there is a range of possible scenarios R in which a K-type mechanism

operates such that: (i) S recognizes in R what can be seen from an appropriate

third-party perspective as an understandable pattern of sufficient reasons for

not doing X; and (ii) there is at least one such scenario in which S refrains from

doing A for such a reason.

On (MRR), agents can be morally responsible for weak-willed and morally

wrong actions, but certain clearly insane individuals—individuals who do not

15 See Fischer and Ravizza (1998, pp. 65–69).
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exhibit the requisite capacity to recognize patterns of reasons—are not deemed

morally responsible.16

But one could exhibit the right sort of reasons-responsiveness as a result (say) of

clandestine, unconsented-to electronic stimulation of the brain (or hypnosis,

brainwashing, and so forth). So moderate reasons-responsiveness of the actual-

sequence mechanism is necessary but not sufficient for the control linked to moral

responsibility. I contend that there are two elements of guidance control: reasons-

responsiveness of the right sort and mechanism ownership. That is, the mechanism

that issues in the behavior must (in an appropriate sense) be the agent’s own
mechanism. (When one is secretly manipulated through clandestine mind control as

in The Manchurian Candidate, one’s practical reasoning is not one’s own.)

I (along with my co-author, Mark Ravizza) have argued for a ‘‘subjective’’

approach to mechanism ownership. On this approach, a mechanism becomes one’s

own in virtue of one’s having certain beliefs about one’s own agency and its effects in

the world, that is, in virtue of seeing oneself in a certain way. (Of course, it is not simply

a matter of saying certain things—one actually has to have the relevant constellation of

beliefs.) On this view, an individual becomes morally responsible in part at least by

taking responsibility; he makes his mechanism his own by taking responsibility for

acting from that kind of mechanism. In a sense, then, one acquires control by taking
control. When I act on my own suitably reasons-responsive mechanism, I do it my way.

I ended ‘‘Responsibility and Control’’ by stating that we must ‘‘decode the information

in the actual sequence’’ leading to behavior for which the agent can legitimately be held

morally responsible and ascertain whether it is compatible with causal determination.

The account of guidance control—with the two chief ingredients, moderate reasons-

responsiveness and mechanism-ownership—are the ‘‘secrets’’ revealed by close scrutiny

of the actual sequence, and I have argued that they are entirely compatible with causal

determination. They are also entirely compatible with causal indeterminism; thus, on my

approach, moral responsibility does not hang on a thread.

Further, I have shown how we can build a comprehensive account of guidance

control from an account of guidance control of actions. That is, we can develop an

account of guidance control of omissions, consequence-particulars, consequence-

universals, and perhaps even emotions and character traits by invoking certain basic

ingredients contained in the account of guidance control of actions.17 I argue that it is a

point in favor of my account of moral responsibility that it can give a comprehensive

account that builds on simple, basic ingredients. Additionally, I contend that this

comprehensive account systematizes our intuitive judgments about a wide range of

examples involving moral responsibility. It thus helps us to achieve a philosophical

homeostasis, or, in John Rawls’s famous term, a reflective equilibrium.18

16 For a further development and defense of (MRR), see Fischer and Ravizza (1998, esp. pp. 62–91).
17 For such accounts—that explicitly build on (MRR)—see Fischer and Ravizza (1998, esp. pp. 62–91).
18 For further reflections on various features of my account of guidance control (and thus the freedom-

relevant component of moral responsibility), see: Fischer (2005b, 2006a, 2008a).

There are certain features of my account of guidance control that a disconcerting cohort of

(otherwise!) thoughtful philosophers have found rather less than irresistible, especially the subjective

element and the contention that ‘‘reactivity is all of a piece.’’ In the trio of articles above, I argue (among

other things) that (if need be) I could adjust my account so as to do without these contentious features
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1.3 The Value of Acting Freely

In addition to presenting the motivation for the account of guidance control and the

specifics of the account, I have sought to articulate the nature of the value we place

on exhibiting guidance control (and thus so acting that we can legitimately be held

morally responsible). In ‘‘Responsibility and Self-Expression,’’ I claimed that the

value of acting so as to be morally responsible is the value of a certain sort of artistic

self-expression.19 I have gone on to argue that in acting freely, we transform our

lives in such a way that the chronicles of our lives become genuine stories or

narratives. That is, I argue that acting freely is the ingredient which, when added to

others, makes it the case that our lives admit of distinctively narrative explanation

and have irreducibly narrative dimensions of evaluation. Thus, acting freely—

exhibiting the signature freedom-relevant control, guidance control—makes us the

authors of our narratives. As such, we are artists, and I contend that the value of

acting freely is thus the value of artistic self-expression. When we act freely, we do

not necessarily make a difference—but we do make a statement. That is, in acting

freely, we are writing a sentence in the books of our lives; a bit less metaphorically,

we are doing something that corresponds to a sentence in the stories of our lives.20

We are thus artists in fashioning our lives. But it does not follow that we ought to

treat aesthetic reasons as hegemonic in our practical reasoning. Nor does it follow

from the fact that our free activity is a species of artistic self-expression that the

value we place on such activity is primarily or exclusively aesthetic. To infer in this

way from the essence of the activity to the nature of the value would be to commit

what I have called ‘‘the aesthetic fallacy.’’21

There is then an important discordance between the essential nature of our free

activity (aesthetic) and the typical or primary sort of value we place on it (prudential

or ethical, broadly speaking). I suggest that we can better understand the ways in

which our lives are meaningful by conceptualizing free activity as at the

‘‘intersection’’ of the aesthetic and practical realms. I contend that we care

especially about this particular route to moral and prudential evaluation—a route

that is aesthetic in nature. And we care especially about aesthetic activities whose

products are centrally evaluated along prudential and ethical dimensions.

Footnote 18 continued

while still maintaining all of my major claims: that moral responsibility does not require regulative

control, that causal determination is compatible with moral responsibility, that moral responsibility is an

essentially historical notion, and so forth. Although I of course think that much can be said for the various

particularly contentious elements of the account of guidance control, it is perhaps helpful to note that they

are not essential to an adequate account of guidance control that achieves the main results at which I aim;

thus, it will not be sufficient for many critics to attack what they might perceive to be easier targets (the

low-hanging fruit, as it were).
19 Fischer (1999); reprinted in Fischer (2006b, pp. 106–123).
20 Fischer (2005c); reprinted in Fischer (2008b, pp. 145–164).
21 Fischer (2008/2009); reprinted in Fischer (2008b, pp. 165–177).
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2 Frankfurt’s Hierarchical Theory of Moral Responsibility

2.1 Frankfurt’s Theory

In ‘‘Freedom of the Will and the Concept of a Person,’’ Frankfurt gives an account

of acting freely—the notion of freedom that he thinks is the freedom-relevant

condition necessary and sufficient for moral responsibility.22 He famously

distinguishes between first-order desires (desires for actions) and second-order

desires (desires for first-order desires); among the second-order desires are ‘‘second-

order volitions’’—desires that a certain first-order desire move one all the way to

action (and thus constitute the ‘‘will’’). When one acts in accordance with one’s

second-order volition, on Frankfurt’s view, one acts freely: there is a mesh between

one’s second-order volition and the first-order desire that moves one all the way to

action. That is, the agent has secured a conformity between his second-order

volition and his will.

It is important to Frankfurt that a person cares about his will, that is, cares about

which first-order desire actually moves him effectively to action. More specifically,

a person (on Frankfurt’s account) identifies with at least some of his first-order

desires by forming second-order volitions. He writes:

Now it is having second-order volitions, and not having second-order desires

generally, that I regard as essential to being a person. It is logically possible,

however unlikely, that there should be an agent with second-order desires but

with no volitions of the second order. Such a creature, in my view, would not

be a person. I shall use the term ‘wanton’ to refer to agents who have first-

order desires but who are not persons because, whether or not they have

desires of the second order, they have no second-order volitions.

The essential characteristic of a wanton is that he does not care about his will.23

Frankfurt and I have much in common. We share a distinction between two kinds

of freedom or control. Frankfurt distinguishes between freedom to do otherwise (an

alternative-possibilities notion) and acting freely (an actual-sequence notion); I

distinguish between regulative control and guidance control. Frankfurt and I both

reject the contention that a sort of freedom that requires access to alternative

possibilities is necessary for moral responsibility; thus, we both reject the ‘‘Principle

of Alternative Possibilities.’’ We nevertheless both require some sort of freedom or
control for moral responsibility; in Frankfurt’s case the required freedom is ‘‘acting

freely,’’ and in my case it is guidance control. Whereas Frankfurt never explicitly

endorses compatibilism about causal determinism and moral responsibility, he does

conceive of much of his work as clearing away objections to such compatibilism;

and I am a compatibilist about causal determinism and moral responsibility.

22 Frankfurt (1971); reprinted in Fischer (1986, pp. 65–80). All references here will be to the reprinted

version. In a previous paper, Frankfurt had argued that freedom to do otherwise is not necessary for moral

responsibility: Frankfurt (1969); reprinted in Fischer (1986, pp. 143–152).
23 Frankfurt (1971, pp. 70–71).
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2.2 Weakness of the Will

There are however significant differences between my approach and Frankfurt’s,

and (perhaps not surprisingly) I am inclined to prefer mine! In what might be

perceived as a slightly tendentious treatment here, I intend to highlight some of

these contrasts, in virtue of which I would argue that my approach avoids certain

salient problems for Frankfurt’s. First, Frankfurt’s approach (but not mine) faces a

terrible problem with respect to the (lamentably) widespread and real phenomenon

of weakness of the will (and related phenomena).

Frankfurt discusses three addicts—an unwilling addict, a wanton, and a willing

addict.24 For Frankfurt, an addict by definition has a literally irresistible urge for

(say) a drug. Frankfurt argues that the unwilling addict and the wanton are not

morally responsible for taking the drug, whereas the willing addict may well be

morally responsible for taking the drug. But now imagine an individual who is not
an addict to the drug (defined as involving an irresistible desire). Rather, the

individual simply has a first-order desire to take a drug—a first-order desire he

correctly takes to be resistible. We can even suppose that, although the desire

presents itself with a significant intensity, it is not anywhere close to being, or being

experienced by the individual, as so intense as to be genuinely irresistible. The

individual simply would like to experience the pleasure and fun of the drug. But we

can suppose that on balance he judges that he should not take the drug—perhaps he

has to drive some distance later and believes that it would be safer if he refrained

from taking the drug. Nevertheless, we can imagine, what is not uncommon, that in

a moment of weakness, the individual goes ahead and takes the drug anyway, even

though he formed a second-order desire not to act on his first-order desire to take the

drug (based on the judgment that in the circumstances it would be safer not to take

the drug).

Let me emphasize that the individual is accurate in his view that the desire for the

drug is not so intense as to be irresistible and sincere in his judgment that taking the

drug would not be desirable insofar as it might diminish his ability to drive safely.

Further, we can imagine that, not only does the individual form a second-order

desire to act on his first-order desire to refrain from taking the drug, he does not

form a second-order desire to act on his desire to take the drug. But, like so many of

us at least in some contexts—looking at the desert menu, considering the second

martini, thinking about writing the article promised to that editor—the individual is

weak and goes ahead and takes the drug. This is quite simply a clear and obvious

case in which we would want to say that the individual acts freely and is morally

responsible (given that the relevant epistemic conditions on moral responsibility are

met); that is, he has clearly met the freedom-relevant condition for moral

responsibility, and this is a paradigmatic case where we would wish to ascribe moral

responsibility.

And yet Frankfurt’s account implies that the agent, being an unwilling drug-user,

is not morally responsible for taking the drug. That is, the agent has formed a

second-order volition to act in accordance with his first-order desire to refrain from

24 Frankfurt (1971).
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taking the drug, and he has failed to secure a conformity between this (unopposed)

second-order volition and his will (the first-order desire on which he actually acts).

Thus, he is in this respect no different from Frankfurt’s unwilling addict, and insofar

as Frankfurt’s explanation of the lack of moral responsibility in the case of the

unwilling addict applies equally to the unwilling drug user under consideration here,

Frankfurt would have to say that the unwilling drug user is not morally responsible.

Frankfurt’s account would obviously have the same result in any of a range of cases

of weakness of the will. So, for example, if you correctly believe you can resist that

second piece of chocolate cake, and you form an unopposed second-order desire to

act on your desire to refrain, but you nevertheless go ahead and eat that luscious-

looking second piece of cake, Frankfurt would have to say that you do not act freely

(and cannot be held morally responsible) insofar as there is a lack of harmony

between your second-order volition and your will (the desire that actually moves

you to action). But, again, this is a paradigmatic case in which you can be held

accountable—criticizable, perhaps—for your behavior.

It is striking to me that Frankfurt’s account of acting freely and moral responsibility

has such implausible implications in just the sorts of contexts in which we think it

important to hold agents morally accountable—cases in which they fail to resist urges

that it is reasonable to expect them to resist. When an unwilling addict struggles against

his addiction and nevertheless succumbs, I would argue that it is the fact that his action

springs from an irresistible urge that renders him not morally responsible (insofar as he

is indeed not morally responsible), rather than the mere fact that there is a lack of

harmony between his second-order volition and his will. My account of guidance

control (and moral responsibility) has precisely the desired implications here. That is, if

an unwilling addict acts from a literally irresistible urge, then the mechanism that issues

in the relevant behavior is not appropriately reasons-responsive (on my account); but an

individual who is merely weak may well act from a suitably reasons-responsive

mechanism. The fact that the agent did not respond appropriately to reasons does not
show that the relevant behavior did not issue from an appropriately reasons-responsive
mechanism; a description of the actual way in which an agent responds to reasons does

not exhaustively specify his capacity for reasons-responsiveness.

Perhaps we can see why the problem is so severe for Frankfurt. As noted above,

Frankfurt wishes to argue that moral responsibility does not require freedom to

choose and do otherwise (alternative possibilities). So Frankfurt is attracted to what

I would call an ‘‘actual-sequence’’ approach to the kind of freedom that grounds

moral responsibility; he wishes to accommodate the ‘‘Frankfurt cases.’’ Thus, he

cannot argue that what differentiates the unwilling addict and the unwilling drug

user discussed above is that the latter, but not the former, has freedom to resist the

urge for the drug and to refrain from taking the drug. And in specifying the relevant

actual-sequence notion of freedom—acting freely, on Frankfurt’s view—Frankfurt

simply requires a ‘‘match’’ or ‘‘mesh’’ between certain elements of an individual’s

mental economy: the second-order volition and the will. This is too tight a

connection for moral responsibility, as cases of weakness of the will indicate.

Thus, one wants an actual-sequence approach to moral responsibility that can

accommodate weakness of the will. Guidance control—defined in terms of

moderate reasons-responsiveness (MRR)–is just such an approach: responsiveness
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does not require that the agent actually respond in the appropriate way. Reasons-

responsiveness is defined in terms of modal characteristics of the actual-sequence

mechanism that leads to the relevant choice and action; thus, it threads the needle

between an approach to moral responsibility that requires alternative possibilities

and one that fixes on entirely nonmodal features of the actual sequence (such as

Frankfurt’s mesh theory, which simply demands a match between certain elements

of the agent’s mind). On my approach, then, we can both accommodate the

Frankfurt-cases and the possibility of weakness of the will; these are significant

virtues of my theory of moral responsibility.

2.3 The Regress Problem

The problem of weakness of the will is, in my view, a decisive problem for

Frankfurt’s approach. Somewhat surprisingly, it has not received nearly as much

attention as the so-called ‘‘regress’’ problem. (Indeed, I am not aware of any

discussion of the relationship between his account of acting freely and the problem

of weakness of will by Frankfurt.) But the regress problem is also indisputably a

challenge for Frankfurt. The difficulty, brought out nicely by such philosophers as

Gary Watson and Irving Thalberg, is to explain why we should give hegemony to

the second level in the hierarchical structure of the mind.25 One way to put the point

is that, if acting from a mere first-order desire is not sufficient for the kind of

freedom required for moral responsibility, why does acting in accordance with a

second-order volition secure the requisite freedom? What if is there is a conflict at

the second-level? Or what is the individual does not care—is a ‘‘wanton’’—at the

third level?

There is a nice analogy here with structural features of certain purported

explanations of the position of the Earth. Why is our planet Earth where it is? Well,

one could say (very implausibly—but put that aside, as I am interested in the

structure of the explanation, as it were) that the Earth is where it is because it is

standing on a giant tortoise. But then it would be natural to ask what keeps this

tortoise in place, and if one answers by saying that the first tortoise is standing on a

second tortoise, this will obviously be unsatisfying. After all, if it is problematic to

suppose that the planet is supported by the first tortoise, it is equally problematic to

suppose that the first tortoise and the planet are supported by a second tortoise (itself

an unsupported tortoise). One could say that there are tortoises all the way down,

and there is nothing structurally problematic about such a claim; but the parallel

claim about practical reasoning—that there are (appropriate) volitions all the way

up—is highly implausible.

So the regress worry is pressing for Frankfurt, and, in my view, for any proponent

of a hierarchical approach to acting freely and moral responsibility. Although

Frankfurt has sought to address the regress problem in later work, it is not clear just

25 Watson (1975); reprinted in Fischer (1986, pp. 81–96); all references will be to the reprinted version;

and Thalberg (1978).
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how successful he has been.26 Insofar as my approach to specifying guidance

control and moral responsibility does not posit or invoke a hierarchy of layers of the

mind, my approach is not subject to the regress objection, at least not in the same

way as Frankfurt’s or in any straightforward way; again, this is a significant virtue of

my approach.27

2.4 Why Hierarchy?

There is another surprisingly under-appreciated problem for Frankfurt’s approach.

This problem has been noted by both Watson and Thalberg, but has received

considerably less attention than the regress worry; indeed, as with the problems

pertaining to weakness of the will, I am not aware of any response to this worry in

print by Frankfurt. Watson puts the worry as follows:

In fact, I think that such acts of ‘identification and commitment’ (if one goes

for this way of speaking) are generally to courses of action, that is, are first-

order. Frankfurt’s picture of practical judgment seems to be that of an agent

with a given set of (first-order) desires concerning which he then forms

second-order volitions. But this picture seems to be distorted. As I see it,

agents frequently formulate values concerning alternatives they had not

hitherto desired. Initially, they do not (or need not usually) ask themselves

which of their desires they want to be effective in action; they ask themselves

which course of action is most worth pursuing. The initial practical question is

about courses of action and not about themselves.28

Now one component of Watson’s critique here is unfair; Frankfurt’s picture

clearly does not restrict itself to agents with given sets of first-order preferences, nor

do I see any reason why a Frankfurt-style hierarchical approach must be so

restricted. For instance, Frankfurt himself discusses an individual who wishes to

have a certain first-order desire (that, presumably, he lacks or may lack):

Suppose that a physician engaged in psychotherapy with narcotics addicts

believes that his ability to help his patients would be enhanced if he

understood better what it is like for them to desire the drug to which they are

addicted. Suppose that he is led in this way to want to have a desire for the

drug. If it is a genuine desire that he wants, then what he wants is not merely to

feel the sensations that addicts characteristically feel when they are gripped by

their desires for the drug. What the physician wants, insofar as he wants to

have a desire, is to be inclined or moved to some extent to take the drug.29

26 Frankfurt, ‘‘Identification and Wholeheartedness,’’ in Schoeman (1987, pp. 27–45); reprinted in

Fischer and Ravizza (1993, pp. 170–187). (All references will be to the reprinted paper.); and Frankfurt

(1992); reprinted in Fischer (2005, pp. 54–67).
27 For discussions of what are perhaps analogous issues, and a defense of my approach in light of such

considerations, see: Fischer (2006c); reprinted in Fischer (2012, pp. 163–185).
28 Watson (1975, p. 95).
29 Frankfurt (1971, p. 69).
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So the problem is not that Frankfurt’s picture presupposes that agents have fixed

sets of first-order desires. But there is definitely a problem; the model appears to

present us as deliberating in the first instance about ourselves—our own mental

states (first-order desires). This does not seem to be an accurate portrayal of

practical reasoning, at least in most cases; typically, we are focused on courses of

action, and our deliberations are more accurately conceptualized as about (in a

direct sense) these courses of action in the world. The contents of the sequence of

mental states involved in our practical reasoning include features of the external

world—possible courses of action—and considerations that commend these courses

of action; typically, and in the first instance, we are not focused on ourselves (our

first-order desires). Thus, the problem is that a Frankfurtian hierarchical model of

practical reasoning appears to be fundamentally inaccurate in representing such

reasoning as self-directed or ‘‘narcissistic.’’

Now perhaps one could attribute a second-order desire to an agent whenever he

has judged some course of action worthy of pursuit. On this sort of approach, the

Frankfurtian second-order volitions would be a kind of theoretical construct or posit.

As Watson puts it:

Indeed, practical judgments are connected with ‘second-order volitions.’ For

the same considerations that constitute one’s on-balance reasons for doing

some actions, a, are reasons for wanting the ‘desire’ to do a to be effect in

action, and for wanting contrary desires to be ineffective.30

Michael Bratman also suggests something along these lines with respect to the

objection by Watson (which Bratman calls ‘‘the objection from deliberative

structure’’):

Should our hierarchical model reject Watson’s suggestion that ‘[t]he initial

practical question is about courses of action’? Well, sometimes in deliberation

one does reflect directly on one’s motivation. Nevertheless, I think that

Watson is right that frequently in deliberation what we explicitly consider is,

rather, what to do. But this need not be an objection to our hierarchical model.

We can understand that model as one of background structures that bear on an

agent’s efforts to answer this ‘initial practical question’: When a self-

governing agent grapples with this question, her thought and action are

structured in part by higher-order self-governing policies. Or, at least, this is

one important case of self-governance.31

But why exactly should we posit the relevant higher-order structures? I think that

the justification for such a theoretical move is to explain some phenomenon that

cannot otherwise be explained (or cannot otherwise be explained as well). So, for

example, we posit (say) electrons in order to explain certain observable phenomena,

and, similarly, we posit the existence of planets to explain observable phenomena,

30 Watson (1975, p. 95).
31 Bratman (2004); reprinted in Fischer (2005, pp. 68–89). (All references will be to the reprinted paper.)

The quoted material is on p. 79.
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and so forth.32 But I do not see any argument in Frankfurt or Bratman that there is

some range of phenomena that can only be—or can best be—explained by positing

second-order structures, such as second-order volitions. That is, apart from special

contexts in which one does indeed focus on one’s own first-order desires, why

exactly do we need second-order volitions to explain anything? In the absence of the

need to posit such higher-order structures to explain certain phenomena, it would

seem more natural and accurate to stick with a model that conceptualizes agents

who engage in practical reasoning as focusing (typically, at least) on courses of

actions and considerations that commend them, rather than primarily on themselves.

Bratman claims that in seeking to answer the question of what to do, an agent’s

practical reasoning may be ‘‘structured in part by higher-order’’ phenomena. But

why do we need to conceptualize the relevant structuring materials as higher-order;

why is it not possible to think of the background structures as (say) values (in

Watson’s sense), or principles and dispositions that point us toward courses of

action (and not, in the first instance, our own mental states)? It seems that in

conceptualizing practical reasoning, the second level does not play any basic or

ineliminable role. Watson puts it nicely as follows:

… in general, evaluations are prior and of the first order. The first-order

desires that result from practical judgments generate second-order volitions

because they have this special status; they do not have the special status that

Frankfurt wants them to have because there is a higher-order desire

concerning them.33

I wish to emphasize the point that it does not seem to me to be essential that we

posit a hierarchical structure of the mind to explain ordinary practical reasoning and

to provide the resources for an analysis of freedom and moral responsibility. The

fact that we can posit (say) second-order structures, such as second-order desires

(and, more specifically, second-order volitions), is not, strictly speaking, to the

point.34

Although I have not here given a full treatment of the relevant issues, I would

again claim that my approach to moral responsibility has a significant advantage

here over Frankfurt’s to the extent that my approach does not invoke hierarchical

structures, such as second-order volitions. I think it is an advantage of an account of

freedom and moral responsibility that it does not conceptualize practical reasoning

as essentially—in the first instance—about our own mental states. Similarly, it is a

virtue of such an account that it does not require second-order phenomena, such as

second-order volitions, as part of the account of the kind of freedom implicated in

moral responsibility. On my view, deliberation involves identifying and weighing

32 My sister-in-law, Professor Debra Fischer (Yale University), is one of the leading scientists

discovering ‘‘exoplanets.’’ These planets are posited to explain data we get from telescopes—typically,

the ‘‘wobbling’’ or perturbations of other celestial bodies.
33 Watson (1975, p. 95).
34 I certainly have not undertaken a thorough or careful defense of my contention that positing higher-

order mental states is not necessary for certain important theoretical purposes. For a thoughtful defense of

the hierarchical model—one that would need to be addressed in a more thorough consideration of these

issues, see Bratman (2004).
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reasons for action, and the responsibility-grounding freedom—guidance control—is

defined in terms of reasons-responsiveness. Of course, I can accommodate the

uncontroversial point that we sometimes focus on our own mental states, but in

general the materials for analyzing practical reasoning and moral responsibility do

not involve—and need not involve—hierarchical structures. Absent a convincing

argument that one needs such structures, this is as it should be. I suggest that it is an

advantage of my approach (as well as other non-hierarchical models) that it stays

closer to the phenomena it seeks to illuminate; it is more faithful to the facts on the

ground.

2.5 Responsibility for Wantonness

Frankfurt claims that a wanton—someone who does not have any second-order

volitions and thus does not care about which first-order desires moves him all the

way to action (and thus, on Frankfurt’s view, is his ‘‘will’’)—is not morally

responsible. Consider this interesting passage from Frankfurt:

There is a very close relationship between the capacity for forming second-

order volitions and another capacity that is essential to persons—one that has

often been considered a distinguishing mark of the human condition. It is only

because a person has volitions of the second order that he is capable both of

enjoying and of lacking freedom of the will. The concept of a person is not

only, then, the concept of a type of entity that has both first-order desires and

volitions of the second order. It can also be construed as the concept of a type

of entity for whom the freedom of its will may be a problem. This concept

excludes all wantons, both infrahuman and human, since they fail to satisfy

and essential condition for the enjoyment of freedom of the will.35

Note a tension in the above quotation. In the first sentence, Frankfurt adverts to

the capacity for forming second-order volitions; but he goes on to claim that

personhood requires the actual possession of at least some second-order volitions.

Thus, a wanton is not a person, on Frankfurt’s view, and thus cannot act freely (and

be morally responsible).

In my view, this is implausible; intuitively, an individual might well be

criticizable precisely for failing to form any second-order volitions. That is, an

individual could in principle be morally blameworthy for failing to care about which

first-order desire moves him to action. Perhaps Frankfurt should have stuck to his

claim that ‘‘[t]here is a very close relationship between the capacity for forming

second-order volitions and another capacity that is essential to persons [freedom of

the will].’’ Of course, adverting to a capacity raises a problem parallel to the

difficulties Frankfurt has in accommodating weakness of the will (and related

phenomena). The natural thing to hold is that an individual who has the capacity to

form second-order volitions could be morally responsible for failing actually to

form any second-order volitions in virtue of the fact that, although he did not, he

could have formed at least one second-order volition. But then moral responsibility

35 Frankfurt (1971, p. 74).
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would depend on ‘‘could have done otherwise,’’ and Frankfurt would not be able to

accommodate the ‘‘Frankfurt-cases.’’

Again, this highlights an advantage of my approach, as I can simply maintain that

the agent in question is morally responsible insofar as he has guidance control of an

omission—of his failure to form the relevant second-order volition.36 Note that my

approach is completely compatible with the idea that sometimes in our deliberations

we do in fact focus on our first-order mental states. But in general I do not require
any second-order mental phenomena for moral responsibility; it suffices for the

freedom-relevant condition for moral responsibility, on my account, that an agent

exhibit guidance control of his behavior (action or omission). And an agent exhibits

guidance control of his behavior insofar as it issues from his own, suitably reasons-

responsive mechanism.

On my view, then, as on Frankfurt’s, there is a connection between personhood

and the possibility that freedom of the will is a problem for the individual in

question. On my view, the problem comes from the fact that there can be obstacles

to the exercise of one’s capacity for guidance control. On Frankfurt’s view, the

problem is in securing conformity between one’s second-order volition and one’s

will. But I have contended that this is an overly-restrictive way of articulating the

kind of problem that can be posed by freedom of the will; after all, an agent may fail

to exercise his capacity to form a second-order volition, and this failure may in itself

be criticizable.

2.6 Identification and Ownership

On Frankfurt’s early view, an individual ‘‘identifies’’ with a first-order desire (and

the relevant course of action) in virtue of forming a second-order volition to act in

accordance with it. I will work with this early account, as my worry also applies to

Frankfurt’s more refined account of identification presented in his later work. The

problem comes from a combination of invoking ‘‘identification’’ as part of the

analysis of acting freely and giving a hierarchical account of identification.

When an agent identifies with a particular first-order desire, he ‘‘selects’’ it as

representing his ‘‘real self,’’ or perhaps the ‘‘real self’’ for the purpose of practical

reasoning, or some such thing. The idea is that ‘‘identification’’ points to the real,

basic, or genuine self, at least for the purpose of, or in the domain of, practical

reasoning. And then, insofar as acting freely is analyzed in terms of identification,

the claim is that one does not act freely insofar as one does not act in accordance

with one’s real self (or real self as regards practical reasoning and agency).

Now I think there is a devastating problem that arises from any attempt to give a

hierarchical account of identification. The problem is that the hierarchical account

does not have the resources to distinguish between an individual’s real self (or real

self for the purposes of practical reasoning) and the individual’s ‘‘ego ideal’’—that

is, what he wants to be or perhaps aspires to be. Lamentably, there can be a

difference between who one really is and who want wants (even desperately) to be.

And the hierarchical apparatus—in Frankfurt’s case, second-order volitions—

36 For a treatment of moral responsibility for omissions, see Fischer and Ravizza (1998, pp. 123–150).
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appears to be incapable of distinguishing between the real self and the ego-ideal:

who one is and who one wants to be.

I do not see how the simple account of identification in terms of the formation of

a second-order volition in Frankfurt’s earlier work, or the more sophisticated

accounts in his later work, can distinguish between the real self and the ego-ideal.

Further, a discrepancy between the ego-ideal and one’s actual behavior does not in

itself point to lack of freedom and moral responsibility; obviously, as in weakness of

the will, one can be morally responsible for action that falls short of one’s ego-ideal.

Thus, the combination of the employment of identification in an account of acting

freely (and morally responsible) and seeking to analyze identification in terms of

second-order volitions, leads to deep problems. One at least needs to supplement the

hierarchical apparatus with elements that provide the resources to distinguish the

real self from the ego-ideal; but then it becomes unclear that the hierarchical

apparatus is essential. In any case, my claim is that a hierarchical approach to

identification, unsupplemented with further ingredients, cannot provide an adequate

analysis of acting freely to the extent that it cannot distinguish between who we are

and who we want to be.

Again, and perhaps not surprisingly, I would suggest that my approach is

preferable here. I do not employ the notion of identification in my account of

guidance control—the freedom-relevant condition for moral responsibility. Rather, I

employ the notion of ‘‘ownership;’’ guidance control requires that I ‘‘own’’ my

behavior in the sense that it issues from my own, appropriately reasons-responsive

mechanism. And I can own my behavior, in the relevant sense, even if that behavior

is not identified with me; behavior can be my own, without it reflecting the ‘‘real’’

me (or the real me for the purposes of practical reasoning). My approach thus

neither invokes ‘‘identification’’ nor an essentially hierarchical framework, and thus

it does not face the deep problems stemming from the gap between who we are and

who we want to be—problems faced by Frankfurt, and, as far as I can see, any
hierarchical account (unsupplemented by suitable non-hierarchical ingredients).

3 Watson’s Account of Acting Freely

3.1 Watson’s ‘‘Normative’’ Account of Acting Freely

Watson has sketched an account of what he called ‘‘free action’’ in his enormously

influential and classic article, ‘‘Free Agency.’’37 Although Watson uses the term

‘‘free action,’’ we can discuss it as an account of acting freely. Watson criticizes

Frankfurt’s hierarchical model, and he endorses a non-hierarchical model in which

there are different ‘‘sources’’ of behavior—motives and values. Put simply, on

Watson’s approach, one acts freely to the extent that one harmonizes these different

sources; that is, an individual acts freely insofar as he is motivated by his values. On

this view, unfreedom stems from a discordance between values and motivation.

Watson writes:

37 Watson (1975).
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… It is not easy to give a nontrivial account of the sense of ‘to value’ in

question. … We might say that an agent’s values consist in those principles

and ends which he—in a cool and non-self-deceptive moment—articulates as

definitive of the good, fulfilling, and defensible life. That most people have

articulate ‘conceptions of the good,’ coherent life-plans, systems of ends, and

so one, is of course something of a fiction. Yet we all have more or less long-

term aims and normative principles that we are willing to defend. It is such

things as these that are to be identified as our values.38

Unfortunately, Watson does not state much more about the crucial notions,

‘‘good’’ and ‘‘defensible.’’ Nor does he specify the notion of ‘‘defensibility’’ at

issue; for example, from what perspective and to whom is the conception of the

good and fulfilling life to be defended? In any case, Watson continues:

The valuational system of an agent is that set of considerations which, when

combined with his factual beliefs (and probability estimates), yields judgments

of the form: the thing for me to do in these circumstances, all things

considered, is a. To ascribe free agency to a being presupposes it to be a being

that makes judgments of this sort. To be this sort of being, one must assign

values to alternative states of affairs, that is, rank them in terms of worth.

The motivational system of an agent is that set of considerations which move

him to action. We identify his motivational system by identifying what

motivates him. The possibility of unfree action consists in the fact that an

agent’s valuational system and motivational system may not completely

coincide. Those systems harmonize to the extent that what determines the

agent’s all-things-considered judgments also determines his actions.39

Watson appears to claim here that one acts freely if and only if one’s values and

motivations are in alignment. He does not (here) discuss the possibility that one’s

values do not specify a unique action or that perhaps one’s valuational system

contains elements that are incommensurable.

As with Frankfurt’s account of acting freely, Watson faces an obvious problem of

accommodating weak-willed agency (here understood as free action against one’s

values). Insofar as Watson appears to define free action as simply a harmony

between value and motivation, and unfree action as a lack of such a harmony, he

would appear to leave no room for genuinely free but weak action. And this is a

deep problem for Watson’s view.40

The problem here stems from requiring too close a connection between value and

motivation. We could loosen the connection to simply require, for free action, that the

agent have the ability or power to achieve a harmony between value and motive, even if

38 Watson (1975, p. 91).
39 Watson (1975, p. 91).
40 In contrast to Frankfurt, Watson has admitted that weakness of the will constitutes a challenge for his

view, and he has grappled with this problem in numerous subsequent papers, including: Watson (1977,

1999, 2003). Because of the problem of weakness of the will, I have suggested the perhaps Watson should

be interpreted as giving an account of ‘‘autonomy’’ rather than moral responsibility: Fischer

(forthcoming).
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he does not actually achieve this harmony. On this view, then, an agent would act freely

insofar as he acts with the power to achieve a harmony between his (relevant) values and

his motivation. This would leave room for weakness of the will, but it would appear to

posit a requirement of alternative possibilities for acting freely and moral responsibility;

it would thus render the account vulnerably to Frankfurt-style counterexamples to the

Principle of Alternative Possibilities. I do not know whether Watson considers this a

strike against the envisaged interpretation of the view, but I certainly do.

Watson himself wishes to eschew talk of ‘‘abilities’’ or ‘‘powers’’ in the context

of his account of acting freely; rather, he prefers to invoke the notion of ‘‘normative

competence.’’41 So perhaps Watson would wish to argue that an agent acts freely to

the extent that he acts with the normative competence required to achieve a mesh

between his (relevant) values and motivation. I am not sure, however, how this view

differs from a view that posits that the agent has the ability or power to achieve the

indicated mesh; how exactly is a normative competence different from an ability or

power? And does not a normative competence of the sort envisaged at least require
the power or ability to achieve the indicated harmony between values and

motivation? So, when one fails to achieve the mesh and nevertheless has the

normative competence required to do so, must not one at least have the power to do

what one did not do—achieve a mesh between value and motivation?

It is not clear how Watson would answer such questions. Perhaps he would not

object to positing a condition that requires access to alternative possibilities for

acting freely and moral responsibility; after all, he is not concerned with the

Frankfurt cases, nor is he overly worried about the Consequence Argument. But I

take it as an advantage of my approach as against any alternative-possibilities model

that it can accommodate the Frankfurt cases and also potentially side-step the

vexatious challenges posed by the Consequence Argument.

It is open to Watson to theorize normative competence along the lines of my

notion of reasons-responsiveness, embracing something like my distinction between

actual-sequence and alternative-sequence mechanisms. On this approach, Watson

would be claiming that an agent acts freely insofar as his action actually issues from

a certain distinctive normative competence: a capacity to bring one’s values in line

with one’s motivation. But whereas I would welcome such an interpretation of

Watson, he himself has expressed considerable skepticism about the possibility of

articulating a plausible account of mechanism-individuation presupposed by such an

‘‘actual-sequence’’ approach.42

4 Conclusion: Why My Theory is Cooler than Some Salient Rivals

I believe that it is a considerable (although, admittedly, not a decisive) advantage of

my approach that it makes possible a certain sort of resilience with respect to key

41 For discussions of normative competence, see Watson (1999, 2003).
42 Watson (2001). I have also argued that Thomas Scanlon would need to adopt a framework similar to

mine—one that embraces a distinction between actual-sequence and alternative-sequence mechanisms—

in order to accommodate the Frankfurt cases Fischer (2008c); reprinted in Fischer (2012) at Chap. 7.
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features of ourselves—our moral responsibility and status as persons, and thus

importantly different from mere animals. It counts in favor of my Semimcompa-

tibilism that our status as morally responsible and as persons does not ‘‘hang on a

thread;’’ we would not have to reconfigure our fundamental view of ourselves (at

least in central aspects) or our basic metaphysical doctrines if we were to be

convinced that causal determinism obtains. Similarly, it counts in favor of my

approach that we would not have to give up our fundamental conception of

ourselves or our basic metaphysical principles if we were convinced that causal

indeterminism obtains.43

Although it is perhaps difficult to say much more about why such resilience is

desirable, or decisively to defend the contention, I maintain that it would be odd and

undesirable to suppose that our fundamental status as persons—or our basic

metaphysical views, such as that the past or the natural laws are fixed and out of our

control—should depend on whether the (arguably) empirical thesis of causal

determinism is true. If we were to wake up to the New York Times headline, ‘‘The

Natural Laws Have Associated With Them 100 % Probabilities,’’ would it really be

appropriate fundamentally to change our conception of ourselves—to give up on

moral responsibility and personhood? Would it really make a difference to our

status as persons if the headline posited only 95 % probabilities? I maintain that it is

a virtue of my overall approach that acting freely and moral responsibility are fully

compatible with both casual determinism and causal indeterminism. This makes it

possible to sleep at night, metaphysically speaking.44

My Semicompatibilism, then, is Supercompatibilistic Semicompatibilism; acting

freely is compatible with both causal determinism and causal indeterminism.

Supercompatibilistic Semicompatibilism has the advantage of significant resilience

(of the sort described above). I have also argued in this paper that my

Semicompatibilism is preferable to hierarchical approaches, in particular, Harry

Frankfurt’s, and to normative approaches, in particular, Gary Watson’s. In contrast

to Frankfurt and Watson, my Semicompatibilism—including an analysis of

guidance control in terms of moderate reasons-responsivenss (MRR)—can accom-

modate cases of weakness of the will. Further, not only can Semicompatibilism

make room for free acts against second-order volitions and/or values, it does so

without requiring a kind of freedom that involves access to alternative possibilities.

Semicompatibilism is an ‘‘actual-sequence’’ theory of moral responsibility,

according to which moral responsibility is a matter of how the actual sequence

unfolds, not whether the agent has access to other scenarios. Thus, Semicompati-

bilism can state exactly the correct thing about the Frankfurt cases, and also it can

point to a way of circumventing vexing and intractable stalemates arising from the

Consequence Argument.45

43 For a preliminary defense of this contention, see: Fischer (2011a); reprinted in Fischer (2012,

pp. 85–105).
44 For a discussion of some of the relevant issues, see: Nelson (2011); and Fischer (2011b, esp.

pp. 150–156). In various conversations, Patrick Todd has pointed to the need to articulate and defend my

view more effectively.
45 An actual-sequence theory of moral responsibility is symmetric with respect to right and wrong

actions, in contrast to theories such as those developed in Wolf (1990) and Nelkin (2011). Insofar as one
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Traditional or ‘‘classical’’ compatibilists think that causal determinism is

completely consistent with freedom in the sense that involves access to alternative

possibilities; I do not need to embrace this view. I should point out that

Semicompatibilism in itself simply states that causal determinism is compatible

with moral responsibility, quite apart from the issue of whether causal determinism

is compatible with freedom to do otherwise (access to alternative possibilities).

Thus, Semicompatibilism is consistent with classical compatibilism. But it has the

virtue of not requiring one to accept classical compatibilism. A Semicompatibilist

might accept the Consequence Argument; alternatively, a Semicompatibilist might

choose from among a suite of options for denying the Consequence Argument.

Some approaches to acting freely and moral responsibility simply focus on

relationships between certain mental states (or psychological structures) in the

agent. They are thus problematic, in my view, for various reasons. First, such

approaches are ‘‘current time-slice,’’ rather than ‘‘historical,’’ models of moral

responsibility. But I believe that moral responsibility is an essentially historical

notion. Second, these approaches attend solely to ‘‘internal’’ features, rather than to

how the agent is embedded in a broader context or ecological niche. But I contend

that moral responsibility is at least in part a matter of how one is connected to one’s

environment.

On my approach, guidance control has two elements: mechanism-ownership and

suitable reasons-responsiveness (moderate reasons-responsiveness [MRR]). One

achieves ownership of the pertinent mechanisms through an essentially historical

process of taking responsibility. And moderate-reasons-responsiveness involves a

specific kind of connection with the world—with the reasons that are present in the

relevant ecological niche (or niches). Thus, Semicompatibilism avoids the pitfalls of

what might be called ‘‘mesh’’ theories, such as those of Frankfurt and Watson. Mesh

theories are ahistorical and entirely focused on the inner structure of the mind. In

contrast, my Semicompatibilism presents a theory of moral responsibility that

requires an agent to be linked to the past and to his present environmental niche in

just the right ways.46

What is not to like?
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